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Faculty of Law, Social Sciences Economics, University of Erfurt, guererk@uni-erfurt.de, http://www.drgurerk.de/

Dorothée Honhon
Naveen Jindal School of Management, University of Texas at Dallas, Dorothee.Honhon@utdallas.edu,

http://www.hyndman-honhon.com/Main/Dorothee_Honhon.html

Kyle Hyndman
Naveen Jindal School of Management, University of Texas at Dallas, KyleB.Hyndman@utdallas.edu,

http://www.hyndman-honhon.com/Main/Kyle_Hyndman.html

Problem definition Increasingly, retail store employees find themselves being asked to pick orders from

inventory. These tasks are performed under intense conditions and, in many cases, are made more difficult

because of high product variety and high degrees of product similarity.

Academic/Practical relevance It is important to provide quantifiable information about the impact of

task complexity and task intensity on worker performance and understand how actions can boost productivity

and reduce errors.

Methodology We conduct a real-effort task in a virtual environment where subjects are to sort cubes

into bins. We study task complexity by varying the degree of similarity between the cubes and task intensity

by varying the arrival pace of the cube. Beyond traditional descriptive performance analysis we also analyze

subjects’ movements.

Results Reducing task complexity by making the cubes more distinct increases productivity by as much

as 38.2% and reduces the error rate by as much as 93.6%. It also induces subjects to move more efficiently.

Increasing task intensity improves throughput but decrease accuracy slightly; also, varying task intensity

appears to improve performance via faster learning. The highest performing subjects appear to be those who

move the least and the most fluidly. Subjects have a higher tendency to cut corners when the task is more

complex and/or more intense.

Managerial implications Managers should trade off throughput vs accuracy based on the cost of errors

in their business. By designing products in a way that takes retail execution into account, and specifically,

reduces product similarity, substantial improvements in performance can be obtained. Managers should

consider varying task intensity for their workers and training them to make fluid motions.
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1. Introduction

Retailers face increasing pressure to ship products quickly and accurately from distribution centers

(DCs) to stores, or direct to the consumer. Many of the same tasks traditionally performed by

DC employees, such as item retrieval, sorting, and appropriate bin placement, are now expected of

retail store employees with the advent of buy-online pick from store (BOPIS) and buy-online ship

from store (BOSS). Due to the Coronavirus pandemic, supermarkets are experiencing a surge in

online orders, so that many store employees are now occupied with picking items off the shelves for

curbside pick-up (Forbes 2020). These new fulfillment methods require that the store employees

possess many of the same capabilities as their DC counterparts. As online retailing grows, so does

the need for retailers to establish an appropriate fulfillment strategy, especially since retailers face

increasing competitive pressure to determine how best to deliver products to the end consumer.

Whether employees execute these picking tasks in the retailer’s DC or store, the metrics used to

evaluate pick performance are the same: throughput, accuracy, and productivity (Frazelle 2016).

Most retailers seek to maximize throughput, or picks per hour. Amazon, for example, expects its

employees to pick over 350 items per hour (The Atlantic 2019). However, high throughput without

accuracy can be costly as errors lead to necessary rework or wasted resources. Incorrectly picked

orders are expensive to re-pick, return and restock, not to mention the loss of customer goodwill.

Survey research suggests that the cost of picking errors is large, one study reports that he average

cost of a warehouse mis-pick is $22 and that the average distribution center loses about $390,000

per year because of mis-picks (Business Wire 2013); another study estimates the same cost at

$59 on average and the average distribution center loss at $400,000 annually due to picking errors

(Ames 2015). Yet 100% accuracy is not necessarily the goal for every business as boosting the

accuracy rate may not always be worth the cost. In some industries late orders can be as damaging

as incorrect ones, while in others the cost of errors is extremely high (Stone 2014).

A variety of factors can influence pick performance, measured by throughput, accuracy, and

productivity. For example, in the context of retail distribution centers, Craig et al. (2015) find

fulfillment errors to be positively associated with the number of stock-keeping-units (SKUs). In

the context of retail stores, Ton and Raman (2010) show that stores with high levels of variety

exhibit more phantom products (products that are physically present at the store but unavailable

for the consumer to purchase), and this negatively impacts sales. Employees working in stores with

greater product variety face additional environmental complexity as high levels of variety make it

challenging to differentiate among products during routine retail processes such as store checkout,

shelf replenishment, inventory auditing and order fulfillment. Similarly, warehouse workers in charge

of the very labor-intensive job of piece-picking need to perform well both in terms of quantity and

quality of work in the face of ever-expanding product lines (Bartholdi, III and Hackman 2019).
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When retail firms increase product variety by adding products with different attributes within the

same product category, they often introduce new variants that are difficult to distinguish from the

existing ones (Satomura et al. 2014). For example, a new color of lipstick may look very similar to

pre-existing SKUs on the shelf in terms of packaging and branding. Lambert (1997) demonstrates a

strong link between similarity confusion and errors among pharmacists attempting to differentiate

among drug types. In a retail context, DeHoratius and Ton (2009) and Grosse et al. (2014) argue

that similarity may increase the likelihood of mis-scanning at the store checkout or the occurrence

of incorrect shipments to stores due to incorrectly picked items.

Recent press articles have exposed the difficult working conditions at some of the leading retailer’s

distribution centers and warehouses. Stories about Amazon’s warehouse workers reported high

pressure environments with workers’ scan rate being constantly monitored, mandatory 12-hour

shifts, unsafe working conditions and employees falling short of productivity quotas (measured in

number of items picked per hour) being laid off on short notice (The Atlantic 2019). Many academic

studies are devoted to the relationship between worker productivity and working conditions in the

context of repetitive tasks (Fisher and Ittner 1999, KC and Terwiesch 2009, 2011). In particular,

Shikdar and Das (2003) study the relationship between worker satisfaction and productivity and

Staats and Gino (2012) study the trade-off between the degree of specialization and the variety.

In this paper, we report the results of a laboratory study to investigate the challenges faced

by retail employees responsible for operational tasks, in general, and the degree to which task

complexity and high task intensity induce errors, in particular. Specifically, we put subjects in an

immersive virtual environment where they are asked to perform a sorting task, similar to commonly

performed tasks in retailing such as replenishing store shelves, picking from a retail backroom or

distribution center, or scanning products at the checkout counter. A particular advantage of this

experimental approach is that we can easily control the levels of task complexity and intensity and

measure their impact on execution. Specifically, we vary the degree of task complexity by changing

the degree of similarity between the objects to be sorted and vary task intensity by changing

their arrival pace. Further, the virtual reality setup provides external validity due to the highly

immersive environment and the real-effort nature of the task and allows us to obtain a very rich

data set which includes movement measures.

We run two experiments: the first one is focused on the impact of task complexity on performance,

the second is focused on the impact of task intensity. In our first experiment, subjects must identify

and distinguish two similar products, which are virtual cubes, arriving at a constant pace on a

moving conveyor belt and sort each cube into the appropriate location. In a 2× 2 experimental

design, we vary the similarity of products (in terms of the identifying color) and also whether or

not an additional visual cue is present that can further help to distinguish the two types of cube.
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In our second experiment, in addition to varying task similarity through colors and visual cues,

we also vary the task intensity subjects face. Specifically, the experiment is broken down into four

phases, and the cube arrival rate alternates between periods of slow pace (phases 1 and 3) and

periods of fast pace (phases 2 and 4). We focus on four main performance metrics: productivity

(the number of cubes correctly sorted per minute), throughput (the number of cubes sorted per

minute), accuracy (the ratio of productivity to throughput) and the error rate (the number of

cubes incorrectly sorted per minute).

The results from our first experiment on the impact of task complexity show that substantial

improvements can be achieved by making the products more distinct, either by means of color or

by adding a visual cue. For example, productivity increases by between 32.7 and 38.2%, and the

error rate declines by between 73.3 and 93.6% when the cubes colors are made more distinguishable

(either by making the colors more distinct or adding a visual cue). Our results also indicate that

visual cues are the preferred solution over color in order to improve accuracy when errors are costly.

Thus our paper demonstrates the importance of taking product similarity into account from a

retail execution point of view, and showing how the preferred solution may need to account for the

relative cost of errors.

These results complement existing research in a number of domains. For example, researchers in

Ophthalmology debate about the best way to design eye charts and visual acuity tests (Ferris et al.

1982, Hussain et al. 2006) but these studies have a very different focus from ours. In marketing,

researchers study the impact of packaging design on customer behavior (see, e.g., Underwood et al.

(2001) and Wells et al. (2007)). Valenzuela and Raghubir (2010) explore the consumer’s ability

to distinguish among products on store shelves and note the influence of visual information on

consumer judgment. Morales et al. (2005) explore how the consumer perceives variety within the

store and test its impact on consumption and satisfaction, respectively. Other researchers use eye-

tracking data to explore how consumers acquire product attribute information (Shi et al. 2013,

Kovacheva and Inman 2014) and find that too much choice has, at times, a negative impact on

a consumer’s in-store decision making. In Psychology, Neisser (2008) studied the impact of visual

similarity on the time required to execute cognitive operations, while Greifeneder et al. (2010)

examined the willingness and ability to make choices. In contrast to the consumer focus of these

studies, our paper shows that product similarity also impacts the performance of retail employees.

As previously noted, operations researchers have established a link between product variety and

operational problems (i.e., execution failures) in a retail setting, by arguing that increased variety

leads to additional complexity and potential confusion among retail employees. Yet, few studies

explore the actual behavior of retail employees and its impact on such errors: see for example de

Vries (2016) and Larco Martinelli (2010) and closest to our work, Batt and Gallino (2019) who study
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picker performance in the context of chaotic storage fulfilment systems and, in order to validate

their assumed connection between bin density and search complexity, conduct an experiment where

subjects are asked to complete a virtual search task. Barratt and DeHoratius (2012), Grosse et al.

(2014) and de Koster et al. (2015) specifically call for behavioral research to better understand

the mechanisms by which errors arise in stores and distribution centers. In this paper, we seek to

answer this call.

Our second experiment, which varied task intensity (by varying the arrival rate of the cubes)

provides additional insights. First, accuracy suffers modestly but throughput increases substantially

when task intensity is high. Therefore, productivity is actually higher when task intensity is high.

Second, varying task intensity appears to significantly improve learning. This echoes results in

the literature (e.g., Staats and Gino 2012) that there may be productivity benefits to varying the

intensity of effort for repetitive tasks.

Combining the results of both experiments, we also highlight several interesting micro-level

results. First, there is a great deal of subject specific heterogeneity in performance; it appears

that some subjects focus on accuracy at the expense of throughput. However, the best performers

typically have the highest throughput, even if accuracy suffers a bit. We also show that subjects are

more likely to cut corners when they are under pressure because products are difficult to distinguish

or during fast phases.

Going beyond the descriptive analysis of performance metrics, we analyze the subjects motion

data with two categories of metrics: distance and fluidity in order to gain insights into what

differentiates high and low performers. After we control for performance differences due to our

treatment variation, we find that high performing subjects have significantly shorter inspection

time, make more fluid motions and cover smaller distances with their hands. This suggests that

employers may want to focus training on the importance of efficient motion.

Our analysis of the movement data also shows that reducing task complexity improves the fluidity

of motions. We also show that increasing task intensity has strong effects on both distance and

fluidity of motion: as the pace of the incoming cubes is increased, subjects move their hand faster

and more efficiently but also make more excess hand gestures between cube inspection periods.

Our work has important implications for manufacturers, retailers, and packaging design compa-

nies. Manufacturers are increasingly aware of their impact on supply chain performance and how

the choices they make with respect to packaging materials and labeling may help or hinder exe-

cution within the supply chain (see, e.g., DeHoratius and Pajovic 2015, McCrea 2018). Similar to

“design for manufacturing” where manufacturing firms are encouraged to consider manufacturing

constraints in the design of their products (Boothroyd et al. 2010), our work demonstrates the

value of taking a “design for execution” approach. Here, we advocate for taking ease of execution
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into account in the design of products, product packaging and labeling. and taking proactive steps

(such as adding visual cues or varying task intensity) to mitigate execution failures.

2. Experimental Design

Our primary research question is concerned with the impact of task complexity and task inten-

sity on the picking performance of human subjects. To this end, we constructed a real-effort task

in which subjects had to sort products into one of two bins depending on the products’ observ-

able characteristics. Specifically, subjects participated in the experiment in a virtual reality lab.

They saw virtual cubes coming down a virtual conveyor belt at a pace which was independent of

their actions (i.e., machine-paced). Five of the cube sides were orange and the last side, which was

always hidden from the subject’s view as the cubes arrived on the conveyor belt, was blue. In each

treatment, the blue side of the cube was one of two different shades: relatively light and relatively

dark. As the cubes came down the conveyor belt, subjects had to pick them up and manipulate

them to expose their blue side, then place the cubes into a bin of the corresponding color located

to their side; that is, light blue cubes had to be placed into the light blue bin and dark blue cubes

into the dark blue bin. Figure 1 shows the experimental setting from the subject’s perspective.

Video demonstrations of the experiment can be seen at: https://t.co/iS18aoyVQs.

Over the course of the experiment, each subject saw 360 virtual cubes. Each cube that was

correctly sorted earned a subject e0.04. Incorrectly sorted cubes or cubes that were left unsorted

generated no additional payment. In addition, a participation fee of e4 was also given to each

subject. The virtual reality setting and the experimental task are adapted from Bönsch et al.

Figure 1 The Virtual Conveyor Belt
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(2017). In their experiment, subjects had to sort “defective” cubes into a single bin, leaving the

non-defective cubes on the belt.

The experiment was conducted in the virtual reality lab of a large German university. The virtual

reality room is a surround-projection chamber (floor approx. 25 square meters, height 3.30 meters).

Such chambers are also known by the acronym CAVE, for CAVE Automatic Virtual Environment

(Cruz-Neira et al. 1993). On five sides of the chamber are projectors, which are able to constantly

project a pair of images that subjects see and manipulate during the experiment. Subjects wear

special 3D glasses enabling them to perceive the images as three-dimensional. Markers are placed

on the 3D glasses, which makes it possible for sensors in the CAVE to detect the position and

orientation of the subject’s head. A computer cluster continuously synchronizes the images seen by

the subject given his or her position, generating a nearly perfect immersion and facilitating natural

navigation within the virtual environment. Subjects also wear a small band on their dominant

hand, which also contains location markers detectable by the sensors. It is with this band that

subjects are able to pick up and manipulate the virtual cubes and sort them into virtual bins. See

Figure EC.6.1 in Appendix EC.6 for pictures of the glasses and band for the hand.

In our experiments the degree of task complexity corresponds to how easy it is for the subjects

to distinguish the two types of cubes they are to sort. Figure 2 shows the different shades of blue

that subjects saw on one side of the cube in each treatment. In the Distinct vs Close treatment

variation, the shades of blue were varied to be relatively easier (Distinct) or harder (Close) to

distinguish between the lighter and darker shades. The colors were calibrated in pre-testing by

the experimenters and a small number of test subjects to ensure that the shades were, in fact,

more difficult to distinguish in Close treatments compared to the Distinct treatments. In the

recruitment email that was sent out to the subject pool, we explicitly mentioned that participants

should have normal color vision. We also had two treatments in which subjects saw, in addition to

the colored side, a small visual cue in the form of a letter which would appear on the top left corner

of the blue sided of the cube: either A for light blue or B for dark blue. Visual cues have been shown

to affect how objects are perceived, activate attention and influence behavior and performance in

task completion (see, e.g., Buckingham et al. 2009, Bishu et al. 1991, Watanabe 2013) and are an

integral part of the Toyota Production System (Liker 2004, Toyota Motor Corporation 1998). In

the Visual Cue treatments, the bins were also labeled with the corresponding cues. Hence, we

had a total of four treatments: Distinct with no Visual Cues (D-NVC), Distinct with Visual Cues

(D-VC), Close with no Visual Cues (C-NVC) and Close with Visual Cues (C-VC).

We also implemented two different regimes, which differed by task intensity. Under the slow

regime, cubes arrived on the conveyor belt at a pace of one cube every 2.5 seconds. At this pace,

we estimated that most subjects would be able to sort the majority of the cubes with a reasonable
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Figure 2 Treatment Variations

(a) Distinct, No Visual Cue
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(b) Close, No Visual Cue
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(c) Distinct, Visual Cue
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(d) Close, Visual Cue
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Note 1: In the Distinct treatments, the color codes were: Light Blue RGB: (130,173,224); Dark Blue RGB: (36,84,140).
Note 2: In the Close treatments, the color codes were: Light Blue RGB: (87,125,176); Dark Blue RGB: (51,102,158).
Note 3: In all treatments, the other five of sides were in Orange RGB: (204,153,0).

effort level. Under the fast regime, cubes arrived at a pace of one cube every 1.5 seconds. This

pace was chosen so that it was virtually impossible for subjects to sort all of the cubes while still

making a reasonable attempt to distinguish the correct bin that the cube should be sorted into.

We ran two series of experiments. In a first set of sessions (in February 2015) the arrival rate of

the cubes was constant and consistent with the slow regime so that the experiment consistent of

a single phase. In a second set of sessions (in May 2016), the arrival rate of the cubes was varied

across four 90-cube phases corresponding to slow, fast, slow, fast regimes. Subjects were informed

that there would be 4 phases which differed in the incoming pace of the cubes (though they were

not told how). They were also told there would be a short break between phases during which

some information would be displayed, which they were encouraged to consider. This information

(see Appendix EC.4) informed the subjects of an imminent increase or decrease in the arrival pace

of the cubes.

Table 1 presents the number of subjects and average payoffs for each treatment.

Table 1 Number of subjects and average payoff (in brackets)

Constant pace Varying pace
Close-NVC 22 (12.87 EUR) 20 (14.19 EUR)
Close-VC 21 (16.10 EUR) 20 (15.89 EUR)
Distinct-NVC 22 (15.77 EUR) 22 (15.33 EUR)
Distinct-VC 22 (16.24 EUR) 21 (15.62 EUR)
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Subject Pool Characteristics. The subjects who participated in our experiments were primarily

students attending the university in which the experiment took place as well as a few staff members.

Subjects only participated in one treatment of one experiment. In total, each subject was in the

virtual environment for approximately 30 minutes, starting with a 5-to-10-minute instruction phase

in which subjects received instructions regarding the experiment and could practice manipulating

cubes, followed by the 10 to 15 minute main task, and ending with a 5-minute questionnaire, which

was programmed in zTree (Fischbacher 2007). The questionnaire included demographic questions

as well as questions pertaining to the subjects’ experience in the CAVE (see Appendix EC.5).

Why the Virtual Reality Lab? There are two main advantages to conducting the experiment in

the virtual reality lab over a more traditional lab experiment. The first one is external validity.

Virtual reality can improve external validity by enabling the researcher to add naturalistic context

to the experimental setting (Innocenti 2017). The experiment involved real effort in an environment

that is similar to the one faced by many retail employees whose job it is to stock shelves or scan

purchases at the check-out. Short of going into the field, which presents its own logistical barriers,

the virtual reality setting is as close to reality as an experimenter can achieve. In traditional lab

experiments, in contrast, real effort tasks are often simulated via abstract quizzes.

The second advantage pertains to data availability. Because the experiment is in a controlled

virtual laboratory setting, the data at our disposal are very rich. For example, we know how long

a subject handled each cube, from which position along the conveyor belt it was grabbed, and

how long each side of the cube was visible to the subject. The richness of these data allow us to

draw insights that are not possible even in a field setting. In Appendix EC.1.1, we provide some

summary statistics which indicate that subjects, indeed, felt immersed in the virtual environment.

Interestingly, subjects in the C-NVC treatment enjoyed the task significantly less than subjects in

other treatments, but there were no differences in their perceived efforts across treatments.

3. Hypotheses and Empirical Questions

We center our hypotheses around two important measures of performance: Throughput and

Accuracy. Throughput is defined as the ratio of the number of cubes sorted by a subject to the

duration (in minutes) of a phase in the experiment. Accuracy is defined as the ratio of the number

of cubes correctly sorted by a subject to the number of cubes sorted by the same subject in a

given phase. We also define a subject’s Productivity as the number of correctly sorted cubes

per minute. Hence, Productivity = Throughput × Accuracy. Finally, we define the Error Rate

as the ratio of the number of cubes incorrectly sorted to the duration (in minutes) of a phase in

the experiment. Hence, Throughput= Productivity+ Error Rate.
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Example 1. Consider a subject who saw 360 cubes appear on the conveyor belt during a 15-

minute (one phase) experiment. Out of these, the subject sorted 320 cubes into the bins and

specifically, 300 of them into the correct bin and 20 into the incorrect bin. The remaining 60 cubes

were not sorted, which means they fell off the edge of the conveyor belt. The calculations for this

subject are as follows:

Throughput = 320/15 = 21 1/3 sorted cubes per minute

Accuracy = 300/320 = 93.75%

Productivity = 300/15 = 21 1/3× 93.75% = 20 correctly sorted cubes per minute

Error rate = 20/15 = 1 1/3 incorrectly sorted cubes per minute

The subject’s payoff (excluding show-up fee) was e0.04 × 300 = = e12.6. �

Our first hypothesis pertains to the impact of task complexity on performance. Specifically we

expect a win-win situation wherein both Throughput and Accuracy are positively impacted by a

decrease in task complexity. However, a priori, we do not know whether using colors or visual cues

will work better.

H1: Decreasing task complexity by making the colors more distinct or adding a visual cue

increases subjects’ Throughput, Accuracy and, consequently, Productivity.

Our second hypothesis pertains to the impact of task intensity on performance. Here, we expect

the effect to be of opposite directions.

H2: Increasing task intensity by increasing the arrival pace of the cubes increases subjects’

Throughput but decreases their Accuracy, leading to an ambiguous effect on Productivity.

On top of these hypotheses we also investigate the following questions.

Q1: Does varying the arrival pace of the cube, that is, varying the task intensity, provide perfor-

mance benefits?

Q2: Do subjects exhibit biases such as taking shortcuts? If so, under what circumstances?

Q3: Can we identify characteristics that contribute to good performance in terms of Accuracy,

Throughput and Productivity? What can subjects’ movements reveal in that respect?

4. Analysis

We begin by examining the causal impact of our treatment variations: task complexity (as captured

by the close-vs-distinct colors and visual-vs-no-visual-cue manipulations) and task intensity (as

captured by the arrival rate of the cubes). Average values for the three performance metrics are

shown in Figure 3. The height of the bars (and the label above them) correspond to the Throughput

measure and the percentage inside the bars correspond to the Accuracy measure. Figure 3(a)

reports results for Experiment 1 (constant slow arrival rate) and Figure 3(b) reports results for

Experiment 2 (varying arrival rate) broken up between slow and fast regimes.
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Figure 3 Average Performance Metrics

(a) Experiment 1
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(b) Experiment 2
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Productivity Error rate

Note: The total height of each bar (and the number at the top) corresponds to Throughput. We decompose this into Productivity

– green/white pattern – an Error Rate – solid orange pattern. Finally, the number inside each bar represents Accuracy.

4.1. Impact of Task Complexity

Consider first Figure 3(a), which allows us to see task complexity, keeping task intensity constant.

We see that there are substantial differences across treatments for each metric. Specifically, we

see that Accuracy, Throughput and, therefore, Productivity are all lower for the C-NVC treat-

ment than the other three treatments. Moreover, the Error Rate is higher. Thus, performance is

uniformly worse in the most complex task environment. Looking at the other three treatments, it
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appears that Accuracy is lower and the Error Rate is higher when there is no visual cue present,

while Throughput is the approximately equal across these three treatments. Figure 3(b) shows

similar treatment comparisons within phases of the same intensity.

Table 2 shows the statistical significance of the treatment differences. Specifically, it reports

estimated marginal effects coming from linear regression of performance metrics on the main

explanatory variables of interest: Distinct, Visual Cue, an indicator variable for Experiment 2 and

an indicator variable for “High Intensity” phases. Observe that in Experiment 1, subjects were

always in the slow (low intensity) phase; hence, we only have one observation per subject, while in

Experiment 2, we have two observations for each subject. The last row of the table also reports the

p−value of the hypothesis test that the marginal effect of making the colors more distinct is equal

to the marginal effect of adding a visual cue. As can be seen, making the cubes distinct or adding a

visual cue, significantly improve all metrics at the 5% level or better. With regard to Accuracy and

Error Rate, visual cues are highly significantly better than distinct colors and for Productivity,

they are weakly significantly better. With respect to Throughput, there is no difference between

the two mechanisms for reducing task complexity.

Table 2 Marginal Effects from Linear Regression Model

Accuracy Throughput Productivity Error Rate

Distinct 0.049∗∗∗ (0.007) 0.916∗∗ (0.363) 1.868∗∗∗ (0.338) −0.952∗∗∗ (0.180)
Visual Cue 0.088∗∗∗ (0.007) 0.758∗∗ (0.362) 2.638∗∗∗ (0.337) −1.880∗∗∗ (0.178)
High Intensity −0.025∗∗∗ (0.007) 3.312∗∗∗ (0.434) 2.460∗∗∗ (0.386) 0.852∗∗∗ (0.203)
H0 : Distinct = Vis. Cue � 0.01 0.748 0.096 � 0.01

Note 1: The table reports the marginal effect of each parameter going from 0 to 1, holding other variables constant (at their
mean). The underlying regression model can be expressed in regression form as: dep. var. = β0 + β1Distinct + β2Visual Cue +
β3Distinct × Visual Cue + β4(Exp. #2) + β5High Intensity + εi. The data are the subject average (conditional on fast or slow
phase) of each dependent variable of interest.
Note 2: ∗, ∗∗ and ∗∗∗ denote significance at the 10, 5 and 1% levels, with robust standard errors. For subjects in Experiment 2, we
have two observations per subject. We experimented with clustering standard errors at the subject level as well as bootstrapped
standard errors. Robust standard errors were found to be the most conservative.

With this, we document the following result:

Result 1 Consistent with H1, reducing task complexity significantly increases Accuracy and

Throughput; it also reduces the Error Rate. Except for Throughput, the improvement in perfor-

mance is stronger with the addition of a visual cue compared to making the cubes more distinct.

4.2. Impact of Task Intensity

We now turn our attention to Figure 3(b) to study how increasing the task intensity affects per-

formance. As can be seen, going from slow to fast phases, Accuracy appears to suffer slightly, but

Throughput is actually higher, and the effect is quantitatively large. In all cases, Productivity

is actually higher during fast phases. At the same time, the Error Rate is also higher in fast
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phases. Because of the trade-off between Throughput and Accuracy, we cannot yet say whether

a manager would prefer to operate under high or low task intensity as it depends on the relative

cost of errors. Additionally, it also matters whether the high task intensity would be sustainable

over longer periods of time. Looking at the marginal effect on High Intensity in Table 2, we see

that they are all significant at the 1% level. Thus, we state the following:

Result 2 Consistent with H2, increasing task intensity significantly decreases Accuracy but sig-

nificantly increases Throughput. In answer to Q1, higher task intensity also increases both

Productivity and the Error Rate.

4.3. Subject-Specific Heterogeneity

The previous results concern the average behavior of our subjects. We now look at individual sub-

ject performance. For each treatment, Figure 4 depicts scatter plots of Throughput and Accuracy

for each of the four treatments. The lines than enclose each scatter plot represents the convex

hull, while the dash-dot line represents the Productivity frontier, that is, the set of (Accuracy,

Throughput) pairs that achieve the same total Productivity as the most productive subject in each

treatment (remember that Productivity = Throughput × Accuracy). For example, in the C-NVC

treatment the most productive subject had an Accuracy of 86.25% and a Throughput of 28.08 cubes

per minute, resulting in a Productivity of 24.22 correctly sorted cubes per minute. Hence, the

Productivity frontier on the top left panel of Figure 4 has equation Throughput=24.22/Accuracy.

It shows that subjects can achieve the name number of correctly sorted cubes by either speeding

up and making more mistakes or slowing down and becoming more accurate.

There are several interesting observations. First, heterogeneity is smallest when a visual cue

is present and, in the absence of a visual cue, making the colors distinct reduces heterogeneity.

Second, consistent with our earlier results, subjects in Experiment 2, where the task intensity

varied, generally have higher Throughput. Indeed, in all treatments, the most productive subject

was from Experiment 2. Moreover, the most productive subject was never the most accurate. Except

for the D-NVC treatment, the most productive subject had the highest throughput, while in the

Distinct, No Visual Cue treatment, the most productive subject had a very high Accuracy (but

not the best) and a reasonable Throughput. This is also corroborated by Table 3 where we present

averages after ranking the subjects based on Productivity (which in our experiments was how

subjects were rewarded). subjects in each treatment always had significantly higher Throughput

(at the 5% level or better) than lower ranked subjects, while their Accuracy was only significantly

higher than those in the least productive group (Rank 13 and Below).

We summarize this discussion in the following:
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Figure 4 A Look At Subject-Specific Heterogeneity
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Table 3 Summary Statistics by Rank Classification

Classification
Productivity Accuracy Throughput Error Rate
(cubes/min) (%) (cubes/min) (cubes/min)

Rank 1 – 4 23.41 96.26 24.31 0.90
Rank 5 – 8 21.99∗∗∗ 94.04∗ 23.40∗∗ 1.41
Rank 9 – 12 20.44∗∗∗ 93.88 21.74∗∗∗ 1.30
Rank 13 and Below 17.76∗∗∗ 92.87∗∗∗ 19.13∗∗∗ 1.37∗

Note 1: The ranking of a subject was based on Productivity and was done separately for each
experiment (1 vs 2) and treatment.
Note 2: Stars report the results of test (based on ANOVA) that lower ranked groups are different from
the best group (Rank 1 – 4). ∗, ∗∗ and ∗∗∗ denote significance at the 10, 5 and 1% levels.

Result 3 There is substantial subject-specific heterogeneity, and it is greatest in the C-NVC treat-

ment. The best-performing subjects typically had the highest Throughput, and fairly high Accuracy.

Remark 1. We also ran some analysis on the heterogeneity of subjects in terms of their average

inspection time, defined as the time spent holding a cube in hand. Due to space restrictions, we

provide the results in Appendix EC.3 where we show that variation in inspection time is a key

factor in explaining variation in all our measures of performance.

4.4. Biases

In this section we study the type of “shortcuts” subjects take in the experiment. The easiest shortcut

one can take is to grab a cube and immediately sort it into the bin that is closest to the conveyor

belt regardless of its color. To test for this type of shortcut, for each subject, i and each cube,

t, define the variable bi,t = 1[Sorted into closest bin]− 1[Closest bin correct] ∈ {−1,0,1}.

In other words, a value of 0 indicates correct sorting and a value of 1 (−1) means the subject

incorrectly sorted the cube into the closest (furthest) bin. We then define the closest bin bias for

subject i as bi = (1/|Ni|)
∑

t∈Ni
bi,t, where Ni is the number of cubes that subject i sorted. Let b̄

denote the average over all subjects. If subjects sort every cube correctly and do not take any

shortcuts, then b̄= 0. However, if subjects are biased towards placing the cubes in the closest bin,

then we would expect b̄ > 0. The results are reported in Table 4(a) and show that the average bias

is positive in all treatments and for both Experiments #1 and #2. Furthermore, we can reject that

the bias is 0 according to a two-sided t−test at the 5% level or better in 7 of 8 cases, with the

eighth marginally significant at p= 0.055.

Table 4(a) also shows that the frequency of this shortcut is highest in the C-NVC treatment,

where the task complexity was the highest. Table 4(c) shows the estimated marginal effects of

the treatment variables of interest from a linear regression model. We find that making the colors

more distinct or adding a visual cue reduces the frequency of the closest bin bias and that subjects

were more likely to take this type of shortcut during a fast phase of Experiment 2, that is, under

the highest level of task intensity. This is confirmed by looking at Table 4(b), which focuses on
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Table 4 Bias in Choosing the Closest Bin

(a) Summary of Biased Behavior

Experiment 1 Experiment 2
Treatment Bias p−value Bias p−value
C-NVC 6.44% 0.055 6.12% 0.006
C-VC 0.82% 0.014 0.48% 0.018
D-NVC 3.05% 0.017 2.52% 0.014
D-VC 0.46% 0.037 1.53% 0.005

(b) Summary of Biased Behavior; Experiment 2 fast and

slow Phases

Treatment slow fast p−value
C-NVC 5.59% 6.80% 0.447
C-VC 0.44% 0.51% 0.891
D-NVC 1.39% 4.09% 0.054
D-VC 0.75% 2.53% 0.042
Overall 2.01% 3.49% 0.011

(c) Estimated Marginal Effects of Treat-

ment Variables From Linear Regression

Bias
Distinct −1.426∗ (0.836)
Visual Cue −3.591∗∗∗ (0.817)
Exp. #2 −0.667 (0.991)
fast Phase 1.478∗ (0.883)

Note 1: For panel (a), the p−values reported are generated from two-sided t−tests that the bias was equal to 0. Technically, we
have a one-sided alternative, which means that all tests are at least weakly significant.
Note 2: For panel (b), the p−values reported are generated from two-sided paired t−tests that the bias was equal in the fast
and slow phases.
Note 3: For panel (c), the table reports the marginal effect of each parameter going from 0 to 1, holding other variables constant
(at their mean). The underlying regression model can be expressed in regression form as: Bias = β0 +β1Distinct+β2Visual Cue+
β3Distinct×Visual Cue+β4(Exp. #2)+β5fast Phase+ εi. The data are the subject average (conditional on fast or slow phase)
of each dependent variable of interest. ∗, ∗∗ and ∗∗∗ denote significance at the 10, 5 and 1% levels, with robust standard errors.
For subjects in Experiment 2, we have two observations per subject. We experimented with clustering standard errors at the
subject level as well as bootstrapped standard errors. Robust standard errors were found to be the most conservative.

Experiment 2 and shows that subjects are more biased towards the closest bin in fast phases

(3.49%) than in slow phases (2.01%), and that the difference is statistically significant (p= 0.011)

in all four treatments. Thus, increasing the level of time pressure on subjects, leads to significantly

more shortcuts to the closest bin. This finding is consistent with the research of Oliva and Sterman

(2001) who find that workers are much more willing to cut corners (i.e., reduce the time spent with

each customer) when they are under increased pressure. We summarize our results as:

Result 4 In answer to Q2, in all treatments, we see evidence of a closest bin bias: subjects have a

tendency to sort cubes into the closest bin. Introducing a visual cue leads to a significant reduction

in such behavior. Additionally, in Experiment 2, subjects are significantly more likely to engage in

such behavior during fast phases. Thus, subjects are more likely to take shortcuts when the task

intensity is high.

A second shortcut that subjects may take are what we refer to as careless inspections. Specifically,

we say that an inspection was careless if the subject either sorted the cube into a bin without seeing

the blue side of the cube (as indicated to us via a binary measurement generated by the VR system)

or sorted the cube into a bin with an inspection time that was 45% or less of that subject’s average
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Table 5 Careless Inspections and Sorting Errors

% Sorting Errors Given
Inspection Type

Treatment Freq. Careless (%) Careless Non-careless
C-NVC 4.65 22.80 15.97
C-VC 1.25 5.09 1.35
D-NVC 1.42 4.47 5.12
D-VC 1.40 4.40 1.45

inspection time (this corresponds to about 2 standard deviations below the subject’s average).

Table 5 reports the average frequency of careless inspections as well as the frequency of sorting

errors conditional on careless or non-careless inspections. Two things are apparent from this table.

First, we see that subjects are more likely to make sorting errors following a careless inspection

(this difference is marginally significant at p= 0.092). Second, subjects in the C-NVC treatment

(i.e., where task complexity is the highest) are the most likely to make careless inspections and

the difference between C-NVC and the other treatments is statistically significant (p= 0.021). We

also note that, in Experiment 2, subjects are more likely to make careless inspections during fast

phases than slow phases, but the difference is not statistically significant (p > 0.1). We summarize

this as:

Result 5 In the C-NVC treatment, when task complexity is at its highest, subjects are significantly

more likely to make careless inspections, which significantly increases sorting errors.

4.5. Learning and the Role of Variable Task Intensity

Experiment 2, which varied task intensity by alternating between slow and fast phases, had a

somewhat mixed effect: Throughput and Productivity were higher during the fast phase but so

was the Error rate. As argued in §4.4, the increased Error rate can be explained by the fact

that subjects were more biased towards the closest bin during fast phases and were modestly more

likely to make careless inspections. Interestingly, Productivity was significantly higher in the slow

phases of Experiment 2 than in Experiment 1 (see Table 2) despite the arrival rate of cubes being

the same. In fact, we see (in Appendix EC.1) that performance was generally better in the first

90 cubes for Experiment 2 than Experiment 1. At that point, the only difference between the two

experiments is that in Experiment 2 subjects knew that the experiment would consist of distinct

phases of varying intensity. This suggests, similar to Staats and Gino (2012), that the anticipation

of task variety may have caused subjects to exert more effort from the start (see also Chapanis

1996, p. 198, for a related perspective).

Moreover, it appears that learning is accelerated in Experiment 2 for at least some performance

metrics. Specifically, let Mi,j,p denote the performance of subject i in experiment j during phase p
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Table 6 Speed of Learning Between Experiments

Performance Metric Exp. #1 Exp. #2 p−value
∆ Error Rate (%) −0.13 −0.05 0.661
∆ Throughput (%) 1.34 2.12 0.007
∆ Accuracy (%) 0.97 0.77 0.812
∆ Productivity (%) 1.46 2.18 0.033

for metric M and let M̄j,p denote the average across subjects. To show that learning is accelerated,

we test the hypothesis that ∆M1 := M̄1,3 − M̄1,1 = M̄2,3 − M̄2,1 =: ∆M2, which states that the

performance improvement from the 1st phase (cubes 1–90) to the 3rd phase (cubes 181–270) is the

same in both Experiments #1 and #2. The results are shown in Table 6. We see that the learning

gains are amplified when task intensity is higher. Note that this is all the more impressive, because

the baseline level of performance on these two metrics was already higher in Experiment 2, leaving

less room for improvements.

Result 6 The anticipation of variations in task intensity appears to boost performance. Moreover,

learning, both in terms of Throughput and Productivity, is faster when task intensity is higher.

Remark 2. To be sure, we cannot fully attribute this result to the fact that the task intensity

(i.e., the pace of the incoming cubes) was higher in Phase 2 of Experiment 2. It could also be that

the short pause between phases in Experiment 2 also gave subjects time to refocus and increase

their performance. Future research should try to distinguish between these two possibilities.

4.6. Analysis of the Cost of Mistakes

Although subjects in our experiment were only incentivized based on the number of cubes correctly

sorted (i.e., they were not penalized for errors), it is very likely that a firm or manager cares about

these errors, which can be very costly. Indeed, the profits of a firm are, ceteris paribus, increasing in

the Productivity of workers and decreasing in their Error rate. Our conversations with managers

indicate that profit losses due to errors are generally larger than the profit margin earned on many

products. For example, mis-picked orders need to be re-picked, returned and restocked with extra

processing cost and loss of consumer goodwill. Survey research estimates that the cost of a single

picking error costing is between $22 and $59 on average and with the average distribution center

losing about $400,000 annually due to picking errors (Ames 2015, Business Wire 2013). Depending

on the level of maturity of an industry, the expectations of its consumer base and characteristics

of the product, a firm will put more or less emphasis on the cost of errors relative to the speed of

delivering output. Hence, a plausible parameterization of overall performance is:

Performance= Productivity−λ(Error Rate),
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where the parameter λ captures the relative cost of errors. As λ increases, errors become relatively

more costly. In Table 7, we provide summary results for overall performance for λ∈ {0,1,2,3,4,5}.

For simplicity, rather than looking at all four task complexity variations, we collapse them down to

two: High Complexity (C-NVC) and Low Complexity (C-VC, D-NVC and D-VC ). For Experiment

2, we distinguish between fast and slow phases.

Table 7 Overall Performance as Relative Cost of Mistakes Varies

Experiment 1 Experiment 2
High Complexity Low Complexity High Complexity Low Complexity

λ Slow Slow Fast Slow Fast Slow
0 14.78 20.06 20.34 18.44 24.10 21.46
1 11.19 19.54 16.66 15.84 22.92 21.06
2 7.60 19.02 12.97 13.24 21.75 20.67
3 4.01 18.50 9.28 10.64 20.57 20.27
4 0.42 17.98 5.59 8.04 19.40 19.87
5 -3.17 17.45 1.90 5.44 18.23 19.47

Focusing on Experiment 1, the main point to observe is that Low Complexity always has higher

Performance than High Complexity and that the difference between High and Low Complexity is

increasing in the cost of errors λ. Experiment 2 is potentially more interesting because, as noted in

§4.2, the change in task intensity causes subjects to make a different trade-off between Throughput

and Accuracy. Focus first on the case of High Complexity: as long as the cost of errors is low,

Performance in fast phases (i.e, High Intensity) is larger than in slow phases (i.e., Low Intensity)

because the increase in Productivity more than compensates for the increase in their Error rate.

However, starting at λ= 2, Performance is higher

We can summarize this discussion as:

Result 7 Performance is always higher in a less complex environment, and the gains from reduc-

ing task complexity are increasing in the cost of errors. High task intensity generates higher

Productivity but also higher Error rate so that performance is only better if the cost of error is

not too high.

5. An Analysis of Movement and Behavior

Thinking about the relationship between movement and performance has an established history in

both operations management (Skinner 1974) and industrial engineering (Helander 2005, Sato and

Murata 2008). Skinner (1974) notes that “simplicity, repetition, and homogeneity of task breed

competence.” We now study the connection between movements and performance and how motions

are affected by task complexity and intensity. We also investigate differences between high and low

performing subjects.



DeHoratius et al.: Execution Failures in Retail Supply Chains
20

Thanks to our virtual reality set up, we have very precise data on the position of each subject’s

dominant hand and head in a 3D space in intervals of approximately 0.03-0.04 seconds during

the course of the entire experiment. We also record signals about whether or not the subject was

currently manipulating a cube. In what follows, we refer to the time period during which as subject

was holding a cube as the inspection period and the length of this period as the inspection time.

Similarly, we refer to the time between when a cube is dropped in a bin and the next one is picked

up as the empty-hand period.

We consider several different metrics related to movement. At a high level, we classify these

metrics in two categories: (i) distance measures and (ii) fluidity of motion measures. With regard

to distance, we measure how far a subject’s hand traveled in each of the three dimensions: left-right

(LR), which is the axis for the movement of the cubes from the start to the end of the conveyor

belt, up-down (UD), which is the vertical dimension, or in-out (IO), which measures distance

as the hand extends out from the body and towards the conveyor belt. We have similar motion

data for the head and therefore also compute the distance between the hand and head positions

of the subjects. By fluidity of motion, we mean the degree to which the subject’s movements

were smooth/fast/efficient. This category includes measures of inspection time, time with no hand

movement while holding a cube (probably examining the color of its hidden side), directional

changes and speed as well as two measures of what we call excess movements during inspection

and empty-hand periods, which are calculated as the extra distance traveled by a subject’s hand

compared to perfectly smooth and direct moves. In Appendix B, we provide precise descriptions

of these movement metrics.

5.1. Distinguishing Between High and Low Performing Subjects

We first use the movement data to see if we can distinguish between high and low performers, after

controlling for assignment to treatment. In other words, we aim to answer the question of what

movement patterns make a subject do well in our experiment. For each of our performance metrics

M ∈ {Productivity, Throughput, Accuracy and Error Rate}, we first estimate the linear model:

Mi = β0 +β1×Distincti +β2×Visual Cuei +β3×Distincti ·Visual Cuei +β4×Exp #1i + εMi ,

where Mi is subject i’s performance according to metric M . We are then interested in the residual

ε̂Mi =Mi− M̂i, which captures performance not attributable to random treatment assignment. We

then divide subjects into two groups (or clusters) using K−means clustering on the N × 4 matrix

of residuals, ε̂, where N is the number of subjects and 4 is the number of residual performance

metrics.

As a first step, in Table 8, we show that this process divides subjects into higher and low

performing clusters. Cluster 1 has significantly higher residual on Productivity and Throughput,
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Table 8 Cluster Analysis: High and Low Performers

Metric Cluster 1 Cluster 2 p−value
Residual Productivity 1.892 −2.397 � 0.01
Residual Throughput 1.884 −2.386 � 0.01
Residual Accuracy 0.006 −0.008 0.113
Residual Error Rate −0.008 0.011 0.927

Table 9 Differences in Movement Between High and Low Performers

Category Metric High Performers Low Performers p−value

Distance

Inspection Distance (LR) 0.804 0.918 0.001
Inspection Distance (UD) 0.554 0.608 0.025
Inspection Distance (IO) 1.267 1.264 0.884
Empty Distance (LR) 0.798 0.929 � 0.001
Empty Distance (UD) 0.481 0.522 0.071
Empty Distance (IO) 1.324 1.327 0.863
Hand-Head Position (LR) 0.009 −0.019 0.127

Fluidity

Inspection Time 1.576 1.924 � 0.001
Time Stopped 0.157 0.304 � 0.001
Direction Change (LR) 2.787 2.884 0.432
Direction Change (UD) 3.777 4.070 0.017
Direction Change (IO) 1.485 1.717 � 0.001
Speed 1.108 0.982 � 0.001
Excess Empty 0.450 0.504 � 0.028
Excess Inspection 0.144 0.149 0.559

Note: Shading in the last column denotes that we find statistically significant evidence (at the 10% level or better) for the
variable of interest between high and low performers.

as well as a higher (but not significant) residual on Accuracy and lower (but not significant)

residual on the Error Rate. We refer to Cluster 1 as the high performers and Cluster 2 as the

low performers. Cluster 1 contains 95 subjects and Cluster 2 contains 75 subjects. Importantly,

because we focused on residuals after controlling for exogenous treatment variation, these clusters

represent performance differences that are likely due to differences in ability or effort.

Now that we have classified subjects into high and low performers, in Table 9, we show how

these two clusters differ in terms of our movement metrics. In terms of the distance metrics, we see

that high performing subjects cover shorter hand distances, both during inspection periods and

empty-hand periods and that the differences are statistically significant for 4 out of 7 metrics. For

the fluidity of motion measures, we see that high performers’ movements are always directionally

more fluid and in 6 of the 8 cases, the difference is statistically significant.

We summarize this discussion as follows:

Result 8 In answer to Q3, high performing subjects have significantly shorter inspection time per

cube, make more fluid motions and cover shorter hand distances overall.

Remark 3. It is difficult to make causal statements in this analysis, especially about movements.
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For example, one could argue that high performing subjects are simply those with high visual

acuity (i.e., those who are inherently better at distinguishing objects), which allows them to spend

less time holding and examining the cubes. This could allow subjects to maintain a better position,

obviating the need to move as much both during and between inspections. However, the opposite

argument is also plausible: because subjects make better movements, they are able to conduct

better quality inspections, which reduces their inspection time and leads to higher performance.

Moreover, visual acuity cannot be the whole story because, as Table 8 showed, the two clusters

do not differ significantly in terms of either Accuracy or Error Rate, which would be expected if

high performance was driven solely by high visual acuity. We conjecture that there is a virtuous

cycle between visual acuity, inspection time and movements, which have the cumulative effect of

increasing performance.

5.2. How Task Complexity and Task Intensity Affect Movements

Next we consider how task complexity affects movements. In Table 10 we report the results of linear

regressions where the dependent variables are the distance and fluidity of motion metrics described

above and as explanatory variables we include treatment indicator variables (i.e., Distinct, Visual

Cue and their interaction). Panel (a) considers distance measures, while panel (b) considers fluidity

measures. With regard to the distance measures, making the cubes more distinct does not appear

to influence movements, while adding a visual cue does increase hand movement in the left-right

dimension. With regard to our fluidity of motion measures, in all cases, making the cubes more

distinct or adding a visual cue makes movements significantly more fluid (lower inspection time,

less time stopped to examine the cubes, fewer direction changes, higher speed and less excess

movement). The one exception is that excess movements during the empty-hand period do not

appear to be influenced by our treatment variables. Notice that in all cases, the coefficients on

“Distinct” and “Visual Cue” are of similar magnitude, and, in fact, we can never statistically reject

that they are the same. Moreover, the coefficient on the interaction is always of the opposite sign

and of similar magnitude. This means that, if one has reduced complexity in one dimension (e.g.,

making the colors more distinct), then there is no additional benefit in terms of motion fluidity of

reducing complexity in the other dimension (e.g., visual cue).

We conclude that reducing task complexity enhances what Chapanis (1996) refers to as “motion

economy”. In other words:

Result 9 Reducing task complexity by making the colors more distinct or adding a visual cue makes

movements significantly more fluid/efficient but has relatively little effect on amount of distance

covered by the subjects’ hands.
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Table 10 Comparison of Movements Given Presence or Absence of Visual Cue

(a) Distance Measures

Inspection Distance Empty Distance Per-Cube Distance
LR UD IO LR UD IO LR UD IO

Distinct 0.03 −0.06∗ −0.00 0.07 0.02 0.02 0.10 −0.04 0.02
(0.047) (0.033) (0.025) (0.054) (0.031) (0.026) (0.100) (0.057) (0.049)

Visual Cue 0.13∗∗∗ −0.04 0.03 0.15∗∗∗ 0.05 0.04 0.29∗∗∗ 0.01 0.08
(0.048) (0.033) (0.025) (0.055) (0.031) (0.026) (0.102) (0.058) (0.049)

Interaction −0.14∗∗ 0.02 −0.01 −0.18∗∗ −0.08∗ −0.04 −0.32∗∗ −0.06 −0.05
(0.067) (0.047) (0.035) (0.078) (0.044) (0.037) (0.143) (0.082) (0.070)

Constant 0.81∗∗∗ 0.62∗∗∗ 1.25∗∗∗ 0.79∗∗∗ 0.48∗∗∗ 1.30∗∗∗ 1.59∗∗∗ 1.10∗∗∗ 2.55∗∗∗

(0.034) (0.023) (0.018) (0.039) (0.022) (0.019) (0.071) (0.041) (0.035)

(b) Fluidity Measures

Direction Changes Excess Movement
Insp. Time Time Stopped LR UD IO Speed Inspect Inspection Empty

Distinct −0.27∗∗∗ −0.14∗∗∗ −0.72∗∗∗ −0.55∗∗∗ −0.38∗∗∗ 0.12∗∗∗ −0.04∗∗∗ −0.00
(0.060) (0.034) (0.153) (0.158) (0.082) (0.038) (0.012) (0.035)

Visual Cue −0.24∗∗∗ −0.13∗∗∗ −0.70∗∗∗ −0.51∗∗∗ −0.29∗∗∗ 0.17∗∗∗ −0.04∗∗∗ 0.00
(0.061) (0.035) (0.156) (0.161) (0.084) (0.039) (0.012) (0.036)

Interaction 0.25∗∗∗ 0.14∗∗∗ 0.78∗∗∗ 0.61∗∗∗ 0.36∗∗∗ −0.18∗∗∗ 0.05∗∗∗ −0.04
(0.086) (0.049) (0.219) (0.226) (0.118) (0.055) (0.017) (0.050)

Constant 1.91∗∗∗ 0.32∗∗∗ 3.32∗∗∗ 4.26∗∗∗ 1.81∗∗∗ 0.95∗∗∗ 0.17∗∗∗ 0.48∗∗∗

(0.043) (0.024) (0.109) (0.113) (0.059) (0.027) (0.008) (0.025)

Note: All regressions contain 168 subjects, from both experiments. Standard errors are in parentheses below each variable. ∗,
∗∗, and ∗∗∗ denote significance at the 10, 5 and 1% level, respectively.

We turn now to the issue of task intensity, which was the focus of Experiment 2. In Table 11,

we report the results of paired t−tests comparing movements during the fast (high-intensity) and

slow (low-intensity) phases of Experiment 2. This analysis is more of an exploratory exercise as we

did not have ex-ante hypotheses. As can be seen in panel (a), all but one of our distance measures

is statistically different across phases. However, the direction of the effect is not consistent. For

example, high-intensity phases see more hand movement in the left-right direction but, generally,

less movement in the up-down and in-out dimensions. This could suggest that, because of the

higher intensity, subjects have to reach further in the left-right (LR) dimension to grab the cubes

which have moved further down the conveyor belt. This conjecture is supported by the fact that

the subjects hand-head position is significantly further to the left (i.e, more towards the end of the

conveyor belt) during the fast phases. The fact that they are moving less in the up-down (UD) and

in-out (IO) dimensions suggests that they are not bringing the cube as close to their eyes, which

is consistent with our descriptive results indicating that subjects take more shortcuts and make

more careless inspections during fast phases.

Looking at panel (b), we see that, with the exception of Direction Change (UD) and Excess

Empty, all of the fluidity of motion measures show a significant difference between high- and low-

intensity phases. We see that subjects spend less time stopped with cube in hand during the
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Table 11 Comparison of Movements for High and Low Task Intensity

(a) Distance Measures (Averages)

Metric fast slow p−value
Inspection Distance (LR) 0.876 0.818 0.002
Inspection Distance (UD) 0.527 0.562 � 0.001
Inspection Distance (IO) 1.241 1.252 0.055
Empty Distance (LR) 0.887 0.802 � 0.001
Empty Distance (UD) 0.457 0.482 0.001
Empty Distance (IO) 1.304 1.289 0.022
Per-Cube Distance (LR) 1.744 1.649 0.002
Per-Cube Distance (UD) 0.979 1.044 � 0.001
Per-Cube Distance (IO) 2.534 2.540 0.524
Hand-Head Position (LR) −0.021 0.002 0.079

(b) Fluidity Measures (Averages)

Metric fast slow p−value
Inspection Time 1.520 1.735 � 0.001
Time Stopped 0.122 0.185 � 0.001
Direction Change (LR) 2.631 2.881 � 0.001
Direction Change (UD) 3.952 3.991 0.453
Direction Change (IO) 1.544 1.604 0.021
Speed 1.179 1.007 � 0.001
Excess Inspection 0.135 0.139 0.324
Excess Empty 0.448 0.409 � 0.001

Note 1: The data here contain the 83 subjects from Experiment 2. Shading in the last column denotes that we find statistically
significant evidence (at the 10% level or better) for the variable of interest between whether a visual cue was present or not
using a paired t−test.
Note 2: For fluidity measures, with the exception of Speed, lower numbers indicate more fluid motions.

fast phases. Also, subjects make fewer direction changes, which suggests that the high intensity

may be causing them to move more efficiently. They are also moving their hand significantly

faster. However, not every difference represents an improvement. As can be seen, subjects make

significantly more excess movements during the empty-hand periods, which could be because they

are moving their hand faster causing them to over-shoot the targets. We summarize our findings

as follows:

Result 10 Increasing task intensity by increasing the arrival rate of the cubes causes subjects to

make more hand movements in the left-right direction (along the conveyor belt) but smaller gestures

to inspect the cubes. The subjects also move their hand faster and stop less to examine the cube

but make more excess movements in between cube inspections.

5.3. The Role of Movement on Sorting Errors

We now examine the relationship between movements and sorting errors, and whether there are

differences due to task complexity. Table 12 reports the marginal effects from a random effects

logit model where the dependent variable takes value 1 if the cube was sorted incorrectly and 0
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if is was sorted correctly. We provide separate estimates depending on whether or not a visual cue

is present which, as noted previously is a significant determinant of sorting errors.

Table 12 Deeper Analysis of Sorting Errors (Random Effects Logit, Marginal Effects)

Category Variable Visual Cue No Visual Cue

Distance
Inspection Distance (LR) −0.088∗∗∗ (0.012)
Inspection Distance (UD) −0.007∗∗ (0.003) −0.081∗∗∗ (0.013)
Hand-Head Position (LR) 0.004∗∗∗ (0.001) −0.076∗∗∗ (0.013)

Fluidity

Inspection Time 0.008∗∗∗ (0.002) 0.156∗∗∗ (0.016)
Time Stopped −0.038∗∗∗ (0.011)
Direction Change (LR) 0.001∗∗∗ (0.000)
Direction Change (UD) −0.006∗∗∗ (0.001)
Direction Change (IO) 0.003∗∗ (0.002)
Speed 0.014∗∗∗ (0.003) 0.148∗∗∗ (0.018)
Excess Inspection 0.027∗∗ (0.014)

Other

Fast Phase 0.008∗∗∗ (0.002) 0.053∗∗∗ (0.008)
Cube 0.000∗∗∗ (0.000) −0.000∗∗∗ (0.000)
# Same Color in a Row −0.003∗∗∗ (0.001)
Sort Into Closest Bin 0.014∗∗∗ (0.002) 0.104∗∗∗ (0.009)
Distinct Colors −0.093∗∗∗ (0.017)

Observations 23778 24060

Baseline Prob. (95% CI) (0.007,0.012) (0.069,0.101)
Note 1: Standard errors are in parentheses beside each variable. ∗, ∗∗, and ∗∗∗ denote significance at the 10, 5 and 1% level,
respectively.
Note 2: The estimated models that we report are different because we include only those variables that were significant at the
5% level. We initially started with the full model that included all potential variables of interest and then iteratively deleted the
least significant variable, stopping when all variables passed the 5% level of significance. For the visual cue case, all variables
(except Cube) that were included in the final model were significant at the 5% level in the full model and no variable that was
excluded from the final model was significant at even the 10% level in the full model. For the no visual case, there were no such
exceptions. Therefore, we feel that this attempt at model selection safely allows us to present a parsimonious model without
introducing any serious bias.

The first thing to notice is that movements matter less for predicting sorting errors when a

visual cue is present. For example, without a visual cue, subjects were 5.3 percentage points more

likely to make a sorting error during a fast phase, but only 0.8 percentage points more likely when

a visual cue was present. Second, subjects who move faster are more prone to errors. We also see

that when we control for other factors including movement-based metrics, Inspection Time is

actually positively associated with sorting errors. However, the effect is very small for the visual

cue case and is partially offset in the absence of a visual cue by the variable Time Stopped (time

spent not moving with a cube in hand), which likely more accurately reflects the time a subject

actually spends trying to determine where to sort the cube. Third, we see that the two Inspection

Distance measures are negatively associated with sorting errors, i.e., subjects who cover longer

distances make fewer errors. This could be a proxy for effort: if a subject is going to sort the cube

correctly, she must lift the cube up closer to her eyes. We also see a different pattern between the

visual cue and no visual cue cases for the variable Hand-Head Position (LR): in the absence of

a visual cue, long reaches across the body (i.e., negative values) increase the likelihood of sorting

errors. This most likely represents a “last ditch” effort to sort a cube before it falls off the conveyor
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belt. Finally, in terms of fluidity, we see that for some variables less fluid motions lead to more

sorting errors (e.g., Excess Movement, Direction Change (LR) and Direction Change (IO)).

Thus, not only do less fluid movements increase inspection time (Table EC.3.2), but - for some

metrics – they also increase the likelihood of making a mistake. In contrast, Time Stopped and

Direction Change (UD), are negatively correlated with sorting errors, which makes sense because

the longer the time stopped, the more time one has to determine the correct classification and

because one has to lift the cube up to properly inspect it and then down to sort it. Hence, direction

changes in the Up-Down dimension are necessary.

We summarize our results as:

Result 11 Movements, both in terms of fluidity and distance, have a much stronger impact on

sorting errors in the absence of a visual cue. Less fluid motions and shorter distance traveled are

generally associated with increased sorting errors.

6. Discussion and Concluding Remarks

Execution quality in retail supply chains continues to be critical to retail performance. The ability

of retailers to execute impacts key measures such as product availability (Corsten and Gruen

2003, Ton and Huckman 2008), data integrity (DeHoratius and Raman 2008, Kök and Shang

2007), forecast accuracy (Mersereau 2015), and the level of rework (Craig et al. 2015). Moreover,

researchers evaluating the cost and benefit of RFID adoption often point to the ability of such

technology to mitigate or offset execution errors (Gaukler et al. 2007, Aloysius et al. 2015); yet

the rate of adoption of this technology has been slow. The advent of omnichannel retail strategies

has only heightened the focus on execution quality. With these strategies, consumers can view

store-level inventory prior to visiting or consumers can buy on-line and either pick-up in the store

or have it shipped to them directly from the distribution center. Because distribution centers have

a more customer-facing position, it makes limiting picking errors even more important so that the

right product is in the right place at the right time as promised to the customer (Hobkirk 2015).

Employees, faced with a high degree of product similarity and high-pressure work environments

not only make mistakes in picking and shipping items from distribution centers to stores, but

also fail to accurately audit or restock shelves within the store and incorrectly scan consumer

purchases during the checkout process. Such errors are costly as they may lead to discrepancies in

the inventory management system and can lead to re-picks, returns and re-stocking and negatively

impact consumer goodwill.

We show that reducing task complexity by making similar products easier to distinguish (using

color codes or visual cues) may create a win-win situation: in our experiment, the number of cubes
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sorted (Throughput) increases and the fraction which are correctly sorted (Accuracy) increases,

while at the same time reducing variability in performance. The increase in Throughput and

Accuracy are likely to have a direct positive impact on a retailer’s bottom line and the decrease in

variance may allow the firm to better allocate resources or change their ordering behavior because

they are more certain to receive the actual order that they placed, or can put greater trust in their

inventory record system. Our results suggest that reducing task complexity also allows subjects to

make more fluid/efficient movements and reduce the corner-cutting behavior which leads to many

execution errors.

With respect to task intensity, our results suggest that there is a trade-off between achieving high

Productivity and high Accuracy: our subjects were more productive but also made more errors

when the cubes arrived faster. Determining the right task intensity for a process obviously depends

on the industry and the expectations of the consumers. When mistakes are costly, strong visual

cues become very important for improving operational performance. Different areas within a retail

system may place different relative costs on mistakes and so may value visual cues differently. For

example, for tasks like the replenishment of promotional items, speed may be of higher importance

than accuracy, as stock-outs can be very costly (see Corsten and Gruen (2003)). On the other

hand, when preparing online orders for in-store pickup, accuracy is crucial as any mistake would

directly impact customer satisfaction and lead to heavy costs associated with correcting the error.

Beyond these effects we have discussed, there may be other ways in which reducing task com-

plexity and changing task intensity can be beneficial. We show in the Appendix that reducing task

complexity made the task more enjoyable to subjects (Table EC.1.2), which could translate to

more enjoyment for store employees and possibly for consumers in the form of a more pleasurable

shopping experience, as they can rely on them to make sure they are buying the correct prod-

uct. Interestingly, our treatment with varying task intensity was also rated as significantly more

enjoyable, despite being much more intense.

Finally, our results also have consequences for retail employee training. We show that, while

the fraction of cubes correctly sorted increases over time, the frequency of sorting errors is largely

unaffected by experience, and, in some cases, even increases over time (Table EC.1.4) This may be

due to boredom, which may set in after a certain time when performing a repetitive task. Retailers

may combat this boredom effect by making sure their employees, especially their staff for whom

accuracy is crucial, regularly take breaks, or rotate between different positions in the store (see

also, Staats and Gino 2012). Indeed, our results further support this theory: subjects in Experiment

2, who knew they would receive a short break after 90 cubes, performed better than subjects in

Experiment 1, despite facing the same cube arrival pace. Our results also suggest that people are

more likely to cut corners when the task at hand is more difficult and more intense. To avoid this
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risky behavior, retailers can simplify the task for example by adding visual cues or reduce the task

intensity, for example by slowing down the converyor belt. Finally, our movement analysis suggests

that retailers should train employees in making fluid and efficient motions as a way to improve

their performance, for example by adding visual cues or increasing task intensity.

6.1. Limitations

In our experiments, we considered two ways to reduce task complexity: making the colors more

distinct and adding a visual cue (i.e., a letter). We have seen practical applications of these two

strategies: fruit seller Driscoll’s uses green and yellow labels to distinguish between organic and con-

ventional berries, and laundry detergent manufacturers such as Tide (Procter & Gamble) identify

products targeted at high efficiency washing machines with an HE logo on the label.

We caution that our results should not be taken so literally that similar products should always

be marked with letters/numbers to distinguish different varieties. The context matters: for example,

this may be the strongest way to distinguish between different types of printer cartridges, laundry

detergent or lipstick. In other cases, using color contrast may be more effective because the colors

themselves may form natural associations (e.g., green → organic). Our message is that retailers

and product designers should take these factors into account as a decision variable to improve

operational performance. Of course, changes to product design are not without costs associated

with changing the packaging, changing colors or adding labels to create visual cues. Beyond this,

significant changes in packaging design may affect brand recognition by customers, which must also

be considered when evaluating changes. Therefore, the solution should be tailored to the situation

and, in particular, about the relative importance of errors.

6.2. Extensions

There are a number of extensions that are worth considering. To capture differences in task com-

plexity we considered product similarity, as measured by the similarity of the blue-shaded side

across cubes. However, there are many dimensions of similarity, in addition to color, such as size

and shape. Understanding how these factors affect execution could also be important as they could

suggest better ways to design and package products. Another dimension for task complexity worth

exploring is the variety of product assortments. For example, while there are relatively few vari-

eties of soft-drinks, assortments of lipstick and toothpaste are typically greater. Finally, it may be

interesting to consider the impact of product density – i.e., the number of products or categories

a store provides per unit of selling space (Ketzenberg et al. 2000) – on retail store performance as

it has been identified to be a driver of inventory record inaccuracy (DeHoratius and Raman 2008)

and worse picking performance (Batt and Gallino 2019). How interventions such as visual cues can

help alleviate these issues is an interesting avenue for future research.
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Further, it may be interesting to study other factors not explicitly related to product design, but

which may be expected to influence execution. First, subjects in our experiment operated under

a piece-rate incentive scheme. This is likely different from the incentives that employees operate

under in retail operations – in particular, because errors are difficult to detect at the individual

level, it is difficult to provide employee-specific performance bonuses. However, store-level inventory

accuracy can be measured (through inventory audits), making team-based performance incentives

a viable option, and one that may be worth studying. Second, store employees often face multiple

distractions, such as interruptions by customers, which may impair their performance. Quantifying

the impact of distractions may also be valuable for retailers as an input into the cost-benefit analysis

of how to structure employee responsibilities to trade off performance for fewer distractions.
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We also thank Andrea Bönsch and Jonathan Wendt for their programming expertise, and Lucas Braun and

Sophia Weichelt for their assistance in conducting the experiment. We also thank conference participants at

the 2015 Behavioral Operations Management Conference for their valuable comments. Gürerk acknowledges
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APPENDICES

EC.1. Supplemental Analysis
EC.1.1. The Validity of the Virtual Environment
“Presence” is usually defined as the sense of “being there” a subject experiences in a virtual environment.

It is a different concept than “immersion” which refers to the technical aspects of a virtual environment

that are directly measurable (e.g., the resolution of the stereoscopic images that the subjects see). All else

equal, a higher resolution equates with a higher level of immersiveness in a virtual environment. However,

presence is more difficult to measure. One way to do so is to ask subjects for their opinion in post-study

questionnaires (see Appendix EC.5). To this end, we adopted the questions from Slater et al. (1994). The

results are in Table EC.1.1. Since all our experimental treatments run within the same virtual environment,

we can meaningfully compare the obtained presence scores across treatments.

Table EC.1.1 Subjects’ Experience in the CAVE

Treatment Sense of
Being

Virt. Env. Was
Reality

Saw vs
Visited

Where Were
You

Memory
Structure

Physically in
Virt. Env.

SUS Score

C-NVC
5.50 4.38 4.71 5.05 4.19 4.36 2.31

(1.23) (1.74) (1.81) (1.83) (1.52) (2.00) (1.52)

C-VC
5.44 4.68 4.85 4.66 4.15 4.29 1.93

(1.23) (1.63) (1.71) (1.49) (1.61) (1.38) (1.49)

D-NVC
5.57 4.18 4.32 4.89 4.32 4.16 2.07

(0.85) (1.70) (1.86) (1.47) (1.61) (1.64) (1.39)

D-VC
5.49 4.56 4.44 4.49 3.93 4.33 1.93

(1.03) (1.42) (1.78) (1.64) (1.64) (1.69) (1.35)
Note 1: All questions were measured on a 7-point Likert scale with higher numbers indicating a greater sense of realism in the
virtual environment. Standard deviations in parentheses.
Note 2: The SUS score is calculated as the sum of a subject’s 6 and 7 responses to the six items.

We make the following observations. First, subjects rate their “presence” in the virtual environment as

quite realistic. The scores we observe are similar to other studies conducted in CAVEs (Usoh et al. 2000).

Second, their perception of presence in the virtual environment is similar in all treatments. Specifically, for

all six items reported in Table EC.1.1, no significant difference in presence perception exists according to a

Kruskal-Wallis test on each variable (in all cases, p� 0.1).

In Table EC.1.2, we provide results from our survey which were designed to measure subjects’ experience

with the specific details of the experiment. Appendix EC.5 contains the exact wording of questions.

Table EC.1.2 Subjects’ Perceptions About the Treatments

Treatment Enjoyed Task Exerted Effort Diff. in Colors Relied on Visual Cues

C-NVC 5.07 (1.47) 4.81 (1.69) 2.36 (0.96)
C-VC 5.80 (1.29) 5.10 (1.51) 2.80 (1.33) 6.25 (1.05)

D-NVC 5.52 (1.56) 5.23 (1.52) 3.95 (1.24)
D-VC 5.81 (1.16) 5.19 (1.75) 4.40 (1.29) 4.50 (1.59)

Note: All questions were measured on a 7-point Likert scale with higher numbers indicating stronger agreement with the
question. Standard deviations in parentheses.

From these survey responses, we draw three main conclusions. First, compared to other treatments, sub-

jects in C-NVC enjoyed the task significantly less (p < 0.01). However, their assessments about their own

efforts are not significantly different across treatments. Second, subjects in the Close treatments indeed

assess the colors (shades of blue) as being significantly more similar than subjects in the Distinct treatments
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do (p < 0.01). Regardless of whether or not subjects received visual cues, subjects’ assessment of the color

differences between the shades of blue was the same. Finally, subjects in the C-VC treatment rely on the

visual cues more strongly than in D-VC (p < 0.001).

EC.1.2. Supplemental Tables and Figure

Table EC.1.3 Summary Statistics: By Phase, Experiment 1

(a) Experiment 1: Accuracy (%)

Phase 1 (S) Phase 2 (F) Phase 3 (S) Phase 4 (F)
Treatment Ave. Std. Dev. Ave. Std. Dev. Ave. Std. Dev. Ave. Std. Dev.

C-NVC 79.96 12.88 79.11 14.84 82.34 13.30 84.36 14.80
C-VC 98.00 2.87 98.49 2.51 98.42 2.33 98.30 2.54
D-NVC 93.48 6.73 95.01 6.08 95.27 6.14 95.83 7.65
D-VC 99.55 0.95 98.99 1.51 98.83 1.35 98.47 1.70

(b) Experiment 1: Throughput (cubes/min)

Phase 1 (S) Phase 2 (F) Phase 3 (S) Phase 4 (F)
Treatment Ave. Std. Dev. Ave. Std. Dev. Ave. Std. Dev. Ave. Std. Dev.

C-NVC 17.61 3.95 17.83 4.05 18.93 3.79 19.12 4.09
C-VC 19.52 2.78 20.05 2.58 21.27 2.57 21.31 2.58
D-NVC 20.21 3.12 20.02 2.81 20.64 3.11 21.45 2.59
D-VC 19.33 3.36 20.01 3.34 21.19 3.26 22.01 3.04

(c) Experiment 1: Productivity (cubes correct/min)

Phase 1 (S) Phase 2 (F) Phase 3 (S) Phase 4 (F)
Treatment Ave. Std. Dev. Ave. Std. Dev. Ave. Std. Dev. Ave. Std. Dev.

C-NVC 13.88 3.28 13.87 3.49 15.43 3.53 15.95 4.09
C-VC 19.10 2.54 19.72 2.36 20.93 2.54 20.93 2.44
D-NVC 18.98 3.73 19.08 3.24 19.76 3.64 20.65 3.30
D-VC 19.24 3.29 19.79 3.24 20.93 3.20 21.67 2.99

(d) Experiment 1: Error Rate (cubes incorrect/min)

Phase 1 (S) Phase 2 (F) Phase 3 (S) Phase 4 (F)
Treatment Ave. Std. Dev. Ave. Std. Dev. Ave. Std. Dev. Ave. Std. Dev.

C-NVC 3.73 3.09 3.96 3.42 3.50 3.09 3.16 3.37
C-VC 0.42 0.63 0.33 0.58 0.34 0.52 0.38 0.58
D-NVC 1.22 1.22 0.95 1.13 0.88 1.06 0.80 1.18
D-VC 0.10 0.21 0.22 0.34 0.25 0.30 0.34 0.39
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Table EC.1.4 Summary Statistics: By Phase, Experiment 2

(a) Experiment 2: Accuracy (%)

Phase 1 (S) Phase 2 (F) Phase 3 (S) Phase 4 (F)
Treatment Ave. Std. Dev. Ave. Std. Dev. Ave. Std. Dev. Ave. Std. Dev.

C-NVC 85.95 7.89 83.22 8.34 88.69 6.33 86.48 8.92
C-VC 99.25 1.31 99.17 1.34 99.35 1.33 97.60 2.88
D-NVC 96.16 3.79 91.76 8.99 96.62 3.00 92.70 8.12
D-VC 99.01 1.20 97.72 3.34 98.82 2.09 95.78 6.27

(b) Experiment 2: Throughput (cubes/min)

Phase 1 (S) Phase 2 (F) Phase 3 (S) Phase 4 (F)
Treatment Ave. Std. Dev. Ave. Std. Dev. Ave. Std. Dev. Ave. Std. Dev.

C-NVC 20.03 2.38 23.00 2.90 22.05 1.80 25.07 4.26
C-VC 20.79 2.26 23.53 3.25 22.88 1.66 26.00 3.47
D-NVC 20.55 2.60 24.30 3.66 22.56 1.71 26.52 4.76
D-VC 21.08 2.48 24.44 3.32 23.31 1.40 25.20 7.34

(c) Experiment 2: Productivity (cubes correct/min)

Phase 1 (S) Phase 2 (F) Phase 3 (S) Phase 4 (F)
Treatment Ave. Std. Dev. Ave. Std. Dev. Ave. Std. Dev. Ave. Std. Dev.

C-NVC 17.31 3.22 19.11 2.83 19.57 2.17 21.58 3.43
C-VC 20.64 2.34 23.31 3.01 22.73 1.70 25.38 3.48
D-NVC 19.76 2.62 22.26 3.54 21.81 1.90 24.32 3.12
D-VC 20.86 2.42 23.85 3.07 23.03 1.39 25.24 3.42

(d) Experiment 2: Error Rate (cubes incorrect/min)

Phase 1 (S) Phase 2 (F) Phase 3 (S) Phase 4 (F)
Treatment Ave. Std. Dev. Ave. Std. Dev. Ave. Std. Dev. Ave. Std. Dev.

C-NVC 2.72 1.48 3.89 1.96 2.48 1.30 3.49 2.66
C-VC 0.15 0.25 0.22 0.37 0.15 0.31 0.62 0.73
D-NVC 0.79 0.77 2.04 2.21 0.75 0.67 2.20 3.02
D-VC 0.22 0.26 0.59 0.87 0.28 0.50 1.22 2.07

EC.2. Detailed Subject Movements Analysis
As mentioned in §5, by conducting our experiments in the virtual reality lab, we obtained very precise

data on each subject’s hand and head position approximately every 0.03-0.04 seconds. We refer to the time

between two successive measures as time periods; we let ∆s denote the length of time period s and τs
be the starting moment of the s-th period. Specifically, our movement data consists of three-dimensional

head position coordinates ~Xs = (Xs,LR,Xs,UD,Xs,IO) and hand position coordinates ~Ys = (Ys,LR, Ys,UD, Ys,IO)

for every subject in time period s where LR, UD and IO refer to the Left-Right, Up-Down and In-Out

dimensions, respectively. In addition, we have precise information on whether a subject was handling any

particular cube in any given time period.

Let tng denote the moment when a subject grabs the n-th cube they interact with from the conveyor belt

and tnd denote the moment when he or she drops this n-th cube into a bin. We refer to the time between

tng and tnd as the n-th cube inspection period and to the time between tnd and tn+1
g as the empty-hand period

between the n-th and (n+ 1)-th cubes. Note that, in some rare instances, some subjects grabbed a cube

but did not drop it in a sorting bin, rather back on the conveyor belt (to possibly grab it again later) - we

ignored these very few cases in our analysis below. Also note that, because of data recording issues, for a

few subjects we are missing movement data for some cubes.

Let N ∈ {0,1, ...,360} denote the number of cubes inspected by the subject, where 360al number of cubes

seen by each subject (except for a few subjects for which some data is missing). The following variables are
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defined in Table EC.2.1 at the subject/cube level for dimension j ∈ {LR,UD,IO} and n∈ {1, ...,N}.

Table EC.2.1 Description of Variables Used in Movement Analysis

Distance Measures

Inspection Distance (j,n) Distance traveled by the subject’s hand during the inspection of cube n in dimension j.
Measured as

∑
s:τs∈[tng +1,tn

d
) |Ys,j −Ys−1,j |.

Empty Distance (j,n) Distance traveled by the subject’s hand during the empty-hand period between cubes n
and n+ 1 in dimension j. Measured as

∑
s:τs∈[tnd+1,tn+1

g )
|Ys,j −Ys−1,j |.

Per-Cube Distance (j,n) Total distance traveled by the subject’s hand divided by total number of cubes seen.
Measured as 1

360

∑N
n=1 (Inspection Distance (j,n) + Empty Distance (j,n))

Hand−Head Distance (j,n) Distance between the subject’s hand and head position at the time cube n is grabbed in
dimension j. Measured as Ytng ,j −Xtng ,j

.

Fluidity of Motion Measures

Inspection Time (j,n) Time (in seconds) during which the cube is in a subject’s hand.

Time Stopped (j,n) Time (in seconds) during which the subject’s hand did not move more
than 1cm in direction j during the inspection of cube n . Measured as∑
s:τs∈[tng +1,tn

d
) 1{|Ys,j−Ys−1,j |<1 cm for all j∈{LR,UD,IO}}

Direction Change (j,n) Number of times a subject’s hand changed direction in dimension j during an inspection.
Measured as

∑
s:τs∈[tng +1,tn

d
)

(
1{Ys−1,j>Ys,j}1{Ys,j<Ys+1,j}+ 1{Ys−1,j<Ys,j}1{Ys,j>Ys+1,j}

)
.

Speed (n) Three-dimensional speed of movements by a subject’s hand during the inspection of cube

n. Measured as
√∑

j∈{LE,US,IO}(Inspection Distance (j,n)/Inspection Time)2.

Excess Inspection (n) Average excess movements during the inspection of cube n in all three
dimensions. Measured as

∑
j∈{LE,US,IO}

∑
s:τs∈[tng +1,tn

d
) |Ys,j − Ys−1,j | −(

maxs:τs∈[tng +1,tn
d
) Ys,j −mins:τs∈[tng +1,tn

d
) Ys,j

)
.

Excess Empty (n) Average wasted movements during the empty-hand period between cubes n and n +
1 in all three dimensions. Measured as

∑
j∈{LE,US,IO}

∑
s:τs∈[tng +1,tn

d
) |Ytng ,j − Ytn

d
,j | −(

maxs:τs∈[tng +1,tn
d
) Ys,j −mins:τs∈[tng +1,tn

d
) Ys,j

)
.

Note: All distance measures are in meters and time measures in seconds.

EC.3. The Role of Inspection Time
In this section, we study the impact of inspection time on our main performance metrics, namely Productivity,

Throughput, Accuracy and the Error Rate as we suspect it is an important driver of performance. In Table

EC.3.1 we report the results of regressions of aggregate performance metrics on our main treatment variables,

both with and without the inclusion of average inspection time and inspection time squared (to account for

potential non-linearity) as additional regressors.

From Table EC.3.1 we see that subjects with longer average inspection times tend have lower throughput

but higher accuracy, neither of which is surprising. This suggests that subjects may be making an explicit

trade-off - choosing a longer inspection time to be more accurate or opting for a shorter inspection time

to increase throughput. However, by focusing on the Productivity regressions, we also see that there is a

negative relationship between productivity and inspection time. That is, the most productive subjects tend

to have the shortest average inspection time.

Table EC.3.1 further shows:

Result 12 Variation in average inspection time between subjects explains a great deal of variation in our

performance metrics: Productivity, Throughput, Accuracy and the Error Rate.
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Table EC.3.1 The Role of Inspection Time

(a) Productivity & Throughput

Productivity Throughput

Distinct 3.73∗∗∗ (0.57) 1.90∗∗∗ (0.45) 1.53∗∗∗ (0.59) −0.85∗∗∗ (0.29)
Visual Cue 4.50∗∗∗ (0.58) 2.98∗∗∗ (0.45) 1.50∗∗ (0.60) −0.44 (0.29)
Distinct×Visual Cue −3.48∗∗∗ (0.82) −1.88∗∗∗ (0.61) −1.24 (0.84) 0.82∗∗ (0.40)
Exp. #2 2.87∗∗∗ (0.41) 2.02∗∗∗ (0.31) 2.84∗∗∗ (0.42) 1.75∗∗∗ (0.20)
Ins. Time −12.44∗∗∗ (2.64) −19.09∗∗∗ (1.72)
(Ins. Time)2 1.48∗∗ (0.60) 2.62∗∗∗ (0.39)
Constant 15.50∗∗∗ (0.45) 34.36∗∗∗ (2.86) 18.82∗∗∗ (0.46) 46.29∗∗∗ (1.87)

R2 0.45 0.71 0.26 0.84
N 170 170 170 170

(b) Accuracy & Error Rate

Accuracy Error Rate

Distinct 10.96∗∗∗ (1.26) 12.46∗∗∗ (1.28) −2.20∗∗∗ (0.29) −2.76∗∗∗ (0.28)
Visual Cue 14.78∗∗∗ (1.29) 15.79∗∗∗ (1.29) −3.00∗∗∗ (0.29) −3.42∗∗∗ (0.28)
Distinct×Visual Cue −11.07∗∗∗ (1.80) −12.21∗∗∗ (1.77) 2.25∗∗∗ (0.41) 2.70∗∗∗ (0.38)
Exp. #2 1.04 (0.90) 1.65∗ (0.88) −0.03 (0.21) −0.27 (0.19)
Ins. Time 25.15∗∗∗ (7.63) −6.66∗∗∗ (1.64)
(Ins. Time)2 −4.77∗∗∗ (1.73) 1.13∗∗∗ (0.37)
Constant 83.31∗∗∗ (1.00) 53.01∗∗∗ (8.26) 3.33∗∗∗ (0.23) 11.92∗∗∗ (1.77)

R2 0.52 0.57 0.46 0.57
N 170 170 170 170

This result follows because the explanatory power (as measured by R2) increases substantially when we

include the average inspection time as an explanatory variable. It is also interesting to note that, for all

metrics, the impact of inspection time appears to be non-linear and feature diminishing sensitivity over the

region where most average inspection times fall (1 and 3 seconds).

EC.3.1. The Role of Movement on Inspection Time
We just showed the importance of inspection time in explaining aggregate level behavior. We now seek

insights into the factors that affect inspection time. To do so, we adopt a panel data regression framework,

since we have multiple observations per subject. We drop 0.275% of the observations where the inspection

time was more than 5 seconds as these are likely measurement errors.

Table EC.3.2 reports results of a random-effects regression where the dependent variable is the inspection

time and the explanatory variables are as listed. As before, we estimate the model separately depending

on whether or not a visual cue was present. There are a few takeaways from this. First, the relationship

between inspection time and the explanatory variables is very similar whether or not a visual cue is present.

Second, less fluid movements lead to higher inspection times. This is interesting because we showed in the

main text that movements were significantly less fluid in the absence of a visual cue. Third, greater distance

traveled during an inspection increases inspection time. Finally, the variables in the “Treatment” category

show that, controlling for movements, inspections times are shorter in Exp #1 and during fast phases. We

also see that, when a visual cue is present, inspections get faster as the number of consecutive cubes with the

same color increases. The opposite occurs in the absence of a visual cue, which could suggest that subjects

feared getting complacent and blindly followed a pattern. We summarize our results as follows:

Result 13 The same factors appear to affect inspection time whether or not a visual cue is present. Inspec-

tion times are positively associated with less fluid motions and greater distances traveled.
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Table EC.3.2 Deeper Analysis of Inspection Time (Random Effects Regression)

Category Variable Visual Cue No Visual Cue

Distance

Inspection Distance (LR) 0.145∗∗∗ (0.006) 0.180∗∗∗ (0.007)
Inspection Distance (UD) 0.801∗∗∗ (0.009) 0.675∗∗∗ (0.008)
Inspection Distance (IO) 0.268∗∗∗ (0.007) 0.359∗∗∗ (0.007)
Hand-Head Position (LR) 0.165∗∗∗ (0.009) 0.166∗∗∗ (0.011)
(Hand-Head Position (LR))2 −0.233∗∗∗ (0.029) −0.247∗∗∗ (0.032)

Fluidity

Time Stopped 0.923∗∗∗ (0.008) 0.965∗∗∗ (0.007)
Direction Change (LR) 0.016∗∗∗ (0.001) 0.013∗∗∗ (0.001)
Direction Change (UD) 0.057∗∗∗ (0.001) 0.049∗∗∗ (0.001)
Direction Change (IO) 0.012∗∗∗ (0.002) 0.014∗∗∗ (0.001)
Excess Inspection 0.268∗∗∗ (0.014) 0.138∗∗∗ (0.014)

Treatment

# Same Color in a Row −0.003∗∗∗ (0.001) 0.002∗∗∗ (0.001)
Exp. #1 −0.056∗∗ (0.025) −0.048∗∗ (0.024)
Fast Phase −0.082∗∗∗ (0.009) −0.161∗∗∗ (0.009)
Cube −0.000∗∗∗ (0.000) −0.000∗∗∗ (0.000)
Fast Phase × Cube 0.000∗∗ (0.000) 0.000∗∗∗ (0.000)
Constant 0.367∗∗∗ (0.020) 0.395∗∗∗ (0.020)
Observations 23778 24060
R2 0.773 0.820

EC.4. Instructions for the D-NVC treatment (English Translation)
EC.4.1. Experiment 1
Welcome to today’s experiment in the [CAVE].1 Please read the following instructions carefully. If you have

a question, please ask the instructor. Please turn off your mobile phone!

Today’s experiment consists of an introduction, a main part, and a concluding questionnaire. The

introduction takes about 5 minutes and will familiarize you with how to execute today’s work task in the

[CAVE]. The main part starts immediately after the introduction and takes exactly 15 minutes. You

will receive a payment for your participation in the main part. The amount of your payoff depends on your

work output, as explained in detail below. To complete the questionnaire, you will need about 5 minutes.

Your work task
Today, you will work at a conveyor belt. Your working area is the area in front of the conveyor belt. The

conveyor belt transports two different types of objects. The objects are represented by cubes consisting of

five orange-colored sides and one blue-colored side. Both cube types (A and B) differ only with respect to

the coloration of their blue sides. Cube type A has a lighter blue side, whereas cube type B has a darker

blue side compared to cube type A. Please note that the shades of blue shown below may appear slightly

different during the experiment in the [CAVE].

	  

Your task is to take away as many cubes as possible from the conveyor belt and put them

into the correct bin. In order to do so, you grasp the object, rotate it with your hand carefully, and put

it into the bin that is designated for this object. Cubes with a lighter blue side (Type A) must be

put into the bin that is colored lighter blue and cubes with a darker shade of blue (Type B)

must be put into bin that is colored darker blue.

1 [CAVE] is used in place of the actual lab name to preserve author anonymity.
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Your work output
The work output measures your performance in the work task explained above. The following apply:

• Each object you put into the correct bin increases your work output by 1 unit.

• An object that you put into the wrong bin does not change your work output.

Your payoff
Your payoff equals to a fixed amount of e4, plus a variable payoff, the amount of the variable payoff

depends on your work output. Your variable payoff equals to e0.04 × your work output, i.e.,

Your payoff =e4 + (e0.04× your work output).

You receive your payoff directly after completing the questionnaire.

The Questionnaire
A short questionnaire follows immediately after the work task. Please answer the questions truthfully.

Please follow the points below while you are inside the [CAVE]:

• Please enter the [CAVE] with the slippers provided here.

• Please avoid quick or hectic movements in the [CAVE].

• Please do not touch the walls or the floor of the [CAVE].

We wish you success!

EC.4.2. Experiment 2
In Experiment 2, the following extra paragraph was added at the end of the section entitled “Your Work

Task”.

Please note: The main part consists of four phases. Between the phases, there is a short break (20

seconds), and a short message is shown on the display behind the conveyor belt. Please consider this

information. Your work task, i.e., sorting the cubes into the respective bins, does not change throughout

the phases.

Further, the subjects saw the following messages before the start of each phase:

• Before Phase 1 starts: “Start in 10 sec.” [countdown] “Let’s go.”

• First break: “The next session will be faster! Start in 20 sec.” [countdown] “Let’s go!”

• Second break: “The next session will be slower again! Start in 20 sec.” [countdown] “Let’s go.”

• Third break: “The next session will be faster again! Start in 20 sec.” [countdown] “Let’s go.”

• When phase 4 is over: “Finished. Please inform supervisor!”

EC.5. Survey Questions About Subjects’ Experience in the CAVE
The following contains detailed information on the questions reported in Table EC.1.1 about subjects’ expe-

rience in the virtual environment. In all cases, the measure is a 7-point Likert scale with higher numbers

indicating a greater sense of realism in the virtual environment. The questions were adapted from Slater

et al. (1994).

1. Sense of Being: Please rate your sense of being in the virtual environment, on a scale of 1 to 7, where

7 represents your normal experience of being in a place. I had a sense of “being there” in the virtual

environment not at all (1) – very much (7).

2. Virtual Environment Was Reality: To what extent were there times during the experience when

the virtual environment was the reality for you? There were times during the experience when the

virtual environment was the reality for me at no time (1) – almost all the time (7).

3. Saw vs. Visited: When you think back to the experience, do you think of the virtual environment

more as images that you saw or more as somewhere that you visited? The virtual environment seems

to me to be more like images that I saw (1) – somewhere that I visited (7).
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4. Where Were You/Sense of Location: During the time of the experience, which was the strongest

on the whole, your sense of being in the virtual environment or of being elsewhere? I had a stronger

sense of being elsewhere (1) – somewhere that I visited (7).

5. Memory Structure: Consider your memory of being in the virtual environment. How similar in terms

of the structure of the memory is this to the structure of the memory of other places you have been

today? By “structure of the memory” consider things like the extent to which you have a visual memory

of the virtual environment, whether that memory is in color, the extent to which the memory seems

vivid or realistic, its size, location in your imagination, and other such structural elements. I think of

the virtual environment as a place in a way similar to other places that I’ve been today not at all (1)

– very much so (7).

6. Physically in Virtual Environment: During the time of your experience, did you often think to

yourself that you were actually in the virtual environment? During the experience, I often thought that

I was really standing in the virtual environment not very often (1) – very much so (7).

The following contains detailed information about the questions reported in Table EC.1.2 about subjects’

perceptions with the treatments. In all cases, the measure is a 7-point Likert scale with higher numbers

indicating greater agreement with the question.

1. Enjoyed Task: I enjoyed the execution of the task. ((1) Do not agree at all; (7) agree fully)

2. Exerted Effort: I exerted much effort in the execution of the task. ((1) Do not agree at all; (7) agree

fully)

3. Difference in Colors: How different were the two shades of blue to you? ((1) Almost identical; (7)

clearly different)

4. Relied on Visual Cues: As you sorted the cubes, did you focus on the colors or the letters? ((1) I

focused on the colors; (7) I focused on the letters)

EC.6. Additional Photos of CAVE Equipment

Figure EC.6.1 Hand and Head Sensors Used in Experiment

(a) Hand and Head Sensors (b) Hand Sensor When Manipulating Cube


